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Abstract. Formal testing of autonomous systems is an evolving practice.  For these systems to transition 
from operating in restricted (or completely isolated) environments to truly collaborative operations 
alongside humans, new test methods and metrics are required to build trust between the operators and 
their new partners.  There are no current general standards of performance and safety testing for 
autonomous systems.  However, we propose that there are several critical system-level requirements to 
consider for an autonomous system that can efficiently direct the test design to focus on potential system 
weaknesses: Environment Uncertainty, Frequency of Operator Interaction, and Level of Assertiveness.  
We believe that by understanding the effects of these system requirements, the Test Engineers - and the 
System Engineers - will be better poised to develop validation & verification plans that expose 
unexpected system behaviors early, ensure a quantifiable level of safety, and ultimately build trust with 
collaborating humans.  To relate these concepts to physical systems, examples will be related to 
experiences from the DARPA Urban Challenge autonomous vehicle race project in 2007 and other 
relevant systems.  

Introduction  

The adoption of autonomous systems in well 
defined and / or controlled operational 
environments is common: Commercial and 
Military aircraft routinely rely on advanced 
autopilot systems for the majority of flying duties, 
manufacturing operations around the world 
employ vast robotic systems, and even individuals 
rely on increasingly “active” safety systems in 
automobiles to reduce injuries from collisions. 

On the surface – based on these trends – adding 
levels of autonomy in any of these existing 
systems and deploying new even more helpful 
systems seems not only inevitable but a 
straightforward extension of existing development, 
testing, and deployment methods.  However, until 
fundamental changes in social, legal, and 
engineering practice are made, the amazing 
autonomous system advances being demonstrated 
at Universities and research laboratories will 
remain educational experiments.  We see that at 
least three challenge: 

 

 

1. People must trust an Autonomous 
System in situations when it may harm 
them: Arguably, people already trust 
complex Autonomous Systems under such 
circumstances – the aircraft autopilot for 
example – but passengers know that a 
human is supervising that system 
constantly. 

2. Legal ramifications of injuries or deaths 
resulting from the actions of 
Autonomous Systems must be clearly 
defined:  When an Autonomous System 
causes a death (which certainly will 
happen) – what party is held liable for that 
injury or death?  

3. There must be well defined standards to 
test the Autonomous System to operate 
in the required environments with 
“acceptable” performance:  Defining 
what is or is not “acceptable” performance 
for an Autonomous System ties directly 
into how well people will ultimately trust 
that system and will ease the definition of 
fair legal responsibilities. 
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In this paper we examine perhaps the easiest of 
these topics – proposed methods for specifying 
and ultimately testing the performance of 
Autonomous Systems.  As engineers, we are 
responsible for supplying the supporting evidence 
to the customer that new Autonomous Systems 
will meet expectations of performance and safety. 

Draper Laboratory has worked in autonomous 
system evaluation for many years [1].  This paper 
describes a new approach for autonomous system 
requirements development and test design based 
largely on experiences gained during our 
participation in the DARPA Urban Challenge 
autonomous vehicle race held in 2007.   

These concepts are still in development and will 
be refined as we evaluate more systems and 
collaborate with other members of the engineering 
community. 

 

Autonomous System Characteristics 

There are as many definitions of “autonomous 
systems” as there are papers that define it.  Instead 
of creating yet another incomplete definition, we 
propose that there are common sets of traits that 
can be specified for any 
automated/autonomous/robotic/intelligent system.  
These traits help establish what performance is 
expected of the system (thereby providing a basis 
for system level requirements), and effectively 
point out the most critical areas for test and 
evaluation.   

These characteristics are intentionally structured in 
easily comprehended terms – with the goal of 
improving how operators and observers 
understand the actions of an autonomous system.  
Each of the following sections will explain these 
characteristics and include examples of how they 
drive the autonomous system requirements and 
testing.  Unfortunately, these characteristics are 
highly coupled and not necessarily in a linear 
fashion – but understanding these 
interrelationships is a key area of on-going work. 

 

 

Environment Uncertainty 

We live in an uncertain world: Our perceptual 
abilities (visual, auditory, olfactory, touch) are 
constantly – and unconsciously – at work keeping 
us informed about changes in our environment.  
When designing an autonomous system to 
function in this uncertain world, we need to 
carefully understand what environment we expect 
the system to operate in.  Furthermore, we propose 
that classifying Environmental Uncertainty is 
adequately performed by answering the question: 
“What is the reaction time we expect from the 
system to detect and avoid collisions with objects 
in the environment?” 

Above all other characteristics, Environmental 
Uncertainty is the primary driver for how much 
perceptual ability an autonomous system requires 
to do its job. How well does the system need to 
“see” the environment in order to react to potential 
hazards and accomplish its mission? 

This discussion of Environment Uncertainty is 
restricted to visual types of perception, but we 
believe autonomous systems will need to take 
advantage of other “senses” to eventually meet our 
(humans) expectations of performance. 

Perception Coverage 

We define the Perception Coverage as the 
percentage of spherical volume around a system 
that is pierced by a perceptual sensing system.  For 
an easy-to-understand example, we begin by 
estimating the Perception Coverage for a human 
visual system. 

Human Visual Perception Coverage 

Since we desire a non-dimensional metric, we will 
choose an arbitrary radius – in this case 100 m – 
for the spherical volume and project how much of 
the volume is seen by human eyes.  This graphical 
construction is shown in Figure 1, and shows that 
human vision – in a given instant of time – can 
perceive about 40% of the volume around your 
head.  Of course, we can rapidly scan our 
environment by rotating our heads and bodies, 
thus providing a complete visual scan in seconds. 
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Figure 1: Human visual Perceptual Coverage, 

Approximately = 40% 

What does this mean in regards to environmental 
uncertainty?  Certainly humans are very adept at 
operating in highly uncertain conditions and do so 
with a high degree of success.  Therefore, we 
propose that the human instantaneous perceptual 
coverage (visual in this case) is an intuitive upper 
bound on the same metric for an autonomous 
system.   

Having this large amount of input perceptual 
information at all times gives us excellent 
awareness of changes in our environment.  It has 
been shown [2] that humans see, recognize, and 
react to a visual stimulus within 400-600ms of 
seeing the stimulus.  This range then is a practical 
lower limit on how quickly we should expect an 
autonomous system to react to changes in the 
environment. 

Autonomous System Perception Coverage 

We now select an example of an autonomous 
system that operates in a high uncertainty 
environment, the MIT Urban Challenge LR3 
autonomous vehicle, named Talos, which is shown 
in Figure 2, and estimate the same metric.  This 
system completed approximately 60 miles of 
completely autonomous driving in a low-speed 
race with human driven and other autonomous 
vehicle traffic.  To do this, Talos has a myriad of 
perceptual sensor inputs [3]: 

·  1 x Velodyne HDL-64 LIDAR 360 degree 
3D Scanning LIDAR 

·  12 x SICK Planar Scanning LIDAR 
·  5 x Point Grey Firefly MV Cameras 
·  15 x Delphi Automotive Cruise Control 

RADARs 

 
Figure 2: MIT Urban Challenge Vehicle Talos 

The most useful of these perceptual inputs – for 
detecting obstacles and vehicle tracking [3] – was 
the Velodyne HDL-64.  It contains an array of 64 
lasers mounted in a head unit that cover a 26° 
vertical range [4].  Motors spin the entire head 
assembly at 15 revolutions per second, generating 
approximately sixty six thousand range samples 
per revolution – or about one million samples per 
second of operation.  Each full revolution of the 
Velodyne returned a complete 3D point cloud of 
distances to objects all around the vehicle and it 
was – by far – the most popular single sensor to 
have in the Urban Challenge (if your team could 
afford it).   

A single sensor that returns continuous data 
around the entire vehicle eliminates the need to 
construct a three dimensional environment model 
out of successive line scans from multiple planar 
LIDAR (such as the SICK units) – which is a 
computationally intensive and error prone process. 

Performing the same calculation of Perception 
Coverage for a Velodyne HDL-64 LIDAR 
involves representing the geometry of the sensing 
beams.  For the human vision system we assumed 
the resolution of the image data is practically 
infinite – but the LIDAR is restricted to 64 
discrete beams of distance measurement that are 
swept around a center axis.  To perform the 
calculation, we assumed each beam has a nominal 
diameter of 1/8 inch, does not diffract, and 
assumed each revolution of a beam was a 
continuous disk of range data – when in fact each 
revolution is a series of laser pulses. 

Velodyne HDL

Pushbroom
Sick LIDAR (5)

ACC RADAR (15)

Skirt
Sick LIDAR (7)

Cameras (6)
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Figure 3: Perception Coverage for Velodyne HDL-

64 LIDAR System, Approximately 0.1% 

Based on those (generous) input assumptions, we 
created a graphical construction of Perception 
Coverage for the Velodyne, which is shown in 
Figure 3. We discovered that a single scan is 
approximately 0.1% coverage, that is, 400 times 
less than a single instant of human visual 
information.  Despite the large disparity with 
human ability, the Velodyne proved to be an 
adequate primary sensor in the context of the 
Urban Challenge. 

Talos had several methods to detect and avoid 
collisions with objects the reduced its effective 
reaction time [3]. However for this example, we 
limit the reaction time estimate based on the rules 
of the DARPA Urban Challenge – which placed a 
30mph speed limit on all vehicles [5].   

If we consider the case of two vehicles in 
opposing lanes of travel, we have a maximum 
closing speed of 60mph (27 meters/second).  Talos 
used approximately 60 meters of the Velodyne’s 
100+ meter range [4] for perception, and therefore 
would have just over 2 seconds in which to react 
to an oncoming vehicle in the wrong lane.  

Clearly there is a relationship between the 
operating environment of a system and the 
perceptual capabilities needed to operate in that 
environment, and we illustrate this by using the 
two examples given and the addition of a third 
point: we assume that in order to react to 
uncertainty instantly, a system would need 100% 
perceptual coverage (and the ability to process and 
decide actions instantly).  These data points and a 
qualitative relationship between them are shown in 
Figure 4. 

 

 
Figure 4: Variation in Perception Coverage as 

driven by the Environment Uncertainty 

It is logical that decreasing the uncertainty in the 
environment should reduce the need for 
perception, and the same is true for the converse. 

While not the final answer in how to specify 
requirements for an autonomous system 
perception system, we believe it is a start that 
leads to metrics for testing the Perception 
Coverage of the system.  In fact, it is very 
compelling that vehicles in the Urban Challenge 
were able to safely complete the race with so little 
perceptual information overall. 

 
Environmental Uncertainty Test Concepts 

Clear requirements on perception coverage and 
potential time to collision will bound the test 
design for environmental stimuli. It is up to the 
test engineering team to design experiments that 
validate the ability of the system to meet 
performance goals and also stress the system to 
find potential weaknesses. 

If a system is designed to operate in a low 
uncertainty environment all the time – on a factory 
floor welding metal components for example – the 
perception related tests required are limited to 
proper detection of the work piece and the welded 
connections.  If an operator enters a work zone of 
the system – as defined by a rigid barrier – the 
system must immediately shut down [6]. 

One the other extreme, an autonomous system 
operating in a dynamic environment – be it on the 
ground or in the air – needs the perceptual systems 
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stressed early and as often as possible.  As we 
discovered during the DARPA Urban Challenge 
experience, changing the operating environment of 
the system always revealed flaws in the 
assumptions made during the development of 
various algorithms. Perception systems should be 
thoroughly tested against many kinds of surfaces 
moving at speeds appropriate to the environment – 
as both surface properties and velocity will impact 
the accuracy of the detection and classification of 
objects [3].  Additionally, test cases for tracking of 
small objects – if applicable – can be very 
challenging due to gaps in coverage and latency of 
the measurements. 

Frequency of Operator Interaction 

It is critical when developing any system to 
understand how the users interact with it.  This 
information can be captured in “Concept of 
Operations” documents that specify when users 
are expecting to input information into or get 
information out of a system.  This same concept 
must be applied to autonomous systems, with a 
slight shift in implications.   

When we are developing an autonomous system, 
we need to establish expectations on how much 
help a human operator is expected to provide 
during normal operations.  Ideally, an entirely 
autonomous system would require a single mission 
statement and it would execute that mission 
without further assistance.  However, just as 
people sometimes need additional inputs during a 
task, an autonomous system requires the same 
consideration. 

On the other end of the spectrum, an autonomous 
system can degenerate into an entirely remotely-
controlled system.  The human operator is 
constantly in contact with the system providing 
direct commands to accomplish the task. 

In this section we explore the impact of specifying 
the required level of Operator Interaction.  This 
characteristic in particular has far reaching 
implications and – unlike Environmental 
Uncertainty – is fully controlled by the customer 
and developer of the system.  A customer can 
choose (for example) to require an autonomous 
system to need only a single Operator Interaction 
per year, but that requirement will significantly 
impact development time and cost.   

Planner Complexity 

If the autonomous system is intended to operate 
with very little Operator Interaction, then that 
system must be able to effectively decide what to 
do on its own as the environment and mission 
evolve.  We will refer to this capability generically 
as “planning” rather than “intelligence”.  The 
planner operation is central to how well 
autonomous systems operate in uncertain 
environments.  We will review some examples of 
planning complexity and how it relates to operator 
inputs.  Additionally, when ranking complexity, 
we need to consider the operating environment of 
the system.  A planning system that operates in a 
highly uncertain environment must quickly adapt 
to changes in that environment, whereas low 
uncertainty environments can be traversed with 
perhaps only a single plan for the entire mission.  

Aircraft Autopilot 

Every day autopilot systems in commercial and 
military aircraft perform certain planning tasks 
based on pilot commands.  Modern autopilot 
systems have many potential “modes” of 
operation, such as maintaining altitude and 
heading, or steering the aircraft to follow a set 
course of waypoints [7].  Even though the pilot 
must initiate these modes, once activated, the 
autopilot program can make course changes to 
follow the desired route and therefore is planning 
vehicle motion.  However, an aircraft autopilot 
program will not change the course of the aircraft 
to avoid a collision with another aircraft [8]. 
Instead, the pilot is issued an “Advisory” to 
change altitude and/or heading. 

With this basic understanding of what an autopilot 
is allowed to do, we rank the Planner Complexity 
of these systems as low.  Since most aircraft with 
autopilot systems operate in air traffic controlled 
airspace, we also believe the environmental 
uncertainty is low, placing the autopilot Planner 
Complexity on a qualitative graph as shown in 
Figure 5.  
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Urban Challenge Autonomous System 

Vehicles that competed in the Urban Challenge 
were asked to achieve a difficult set of goals with 
a single operator interaction with the system per 
mission.  After initial setup, the vehicle was 
required to negotiate an uncertain environment of 
human driven and autonomous traffic vehicles 
without assistance.   

Accomplishing this performance implied a key 
top-level design requirement for the planning 
system: it must be capable of generating entirely 
new vehicle motion plans and executing them 
automatically. For example, both the MIT 4th 
place finisher and the 1st place finisher Carnegie 
Mellon vehicle (Boss) relied on planning systems 
that were constantly creating new motion plans 
based on the perceived environment [9] [10].  In 
the case of Talos, the vehicle motion planning 
system was always searching for safe vehicle 
plans that would achieve the goal of the next 
mission waypoint, but also possible plans for 
bringing the vehicle to safe stop at all times.  This 
strategy was flexible and allowed for the vehicle to 
execute sudden stops if a collision was anticipated.   

 
Figure 5: Variation in Planner Complexity as 
function of required Frequency of Operator 

Interaction 

This type of flexibility, however, comes at a high 
complexity cost – at least when compared to 
traditional systems that are not allowed to 
automatically re-plan their actions without human 
consent.  The motion plans were generated 
continuously at a rate of 10Hz and could represent 
plans up to several seconds into the future [9].  
The dynamic nature of the planning was founded 

on incorporating randomness in the system – 
meaning that there was no predefined finite set of 
paths the system was selecting from.  Instead, it 
was constantly creating new possible plans and 
selecting them based on the environmental and 
rule constraints.   

We feel this adapting type of planning system is 
the evolutionary path to greater autonomous 
vehicle capability and it represents a high level of 
complexity.  But the Urban Challenge systems still 
operated in a controlled environment with 
moderate levels of uncertainty, so we rank the 
Planner Complexity well above the autopilot case 
and on a higher Environment Uncertainty curve.  

Human Planning 

For the upper bound of the relationship, we rank 
human planning processes as extremely adaptable 
and highly complex, giving the highest level 
complexity ranking for the most uncertain 
environments – and likely off of the notional 
Planner Complexity scale as shown.  

Remotely Operated Systems 

The lowest end of the planning complexity curve 
is occupied by remotely operated systems.  These 
systems are dependent on a human operator to 
make all planning decisions.  For this ranking we 
consider only the capabilities of the base system – 
without the operator.  We understand that indeed a 
great advantage of remotely operated system is the 
planning capability of the human operator.  Most 
active robots in use by the Military currently fall 
into this classification. 

Verification Effort 

The Frequency of Interaction with an autonomous 
system is a powerful parameter stating how 
independent we expect the system to be over time 
(and is also tightly related to the Level of 
Assertiveness in the next section).  Intuitively, we 
expect the more independent a system is, the more 
time must be spent performing testing to verify 
system performance and safety.  The following 
examples will help create another qualitative 
relationship between Verification Effort and the 
required Frequency of Operator Interaction. 
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Aircraft Autopilot  

As an example, we first consider the very formal 
verification process performed for certification of 
aircraft autopilot software (and other avionics 
components), as recommended by the FAA [11].  
Autopilots are robust autonomous systems – flying 
millions of miles without incidents [12].  
Organizations are required to meet the guidelines 
set forth in DO-178B [13] (and the many ancillary 
documents) in order to achieve autopilot software 
certification.  The intent of these standards is to 
provide a rigorous set of processes and tests that 
ensure the safety of software products that operate 
the airplane. The process of achieving compliance 
with DO-178B and obtaining the certification for 
new software is so involved that entire companies 
exist to assist with/perform the process or create 
software tools to help generate software that is 
compliant with the standards [14][15][16].  
Therefore we classify aircraft avionics software as 
being a “very high” level of verification effort – 
not the highest, but certainly close.  And 
remember, we classified the complexity of the 
planning software as low. 

For this example, we will quantify an aircraft 
autopilot as needing inputs from the human 
operators from several too many times in a given 
flight.  The pilots are responsible for setting the 
operational mode of the autopilot – and are 
required to initiate complex sequences like auto-
landing [7].  Therefore, we place Aircraft 
Autopilot on a Verification Effort versus 
Frequency of Operator Interaction as shown in 
Figure 6. 

Urban Challenge Autonomous System 

All of the entrants in the Urban Challenge were 
required by DARPA to have only a single operator 
interaction per mission in order to compete in the 
race.  The operators could stage the vehicle at the 
starting zone, enter the mission map, arm the 
vehicle for autonomous driving and walk away.  
At that point the operators were intended to have 
no further contact – radio or physical – with the 
vehicle until the mission was completed [5]. 

Due to the highly experimental nature of the 
Urban Challenge and the compressed schedule, 
most – if not all – teams performed a tightly 
coupled “code �  code while testing �  code” 

iterative loop of development.  This practice was 
certainly true of the MIT team and left little room 
for evaluating the effects of constant software 
changes on the overall performance of the system.  
In other words, the team was continuously writing 
software with no formal process for updating the 
software on the physical system.  Therefore, while 
the vehicles met the goals set forth by DARPA for 
Operator Interaction, we estimate the level of 
verification on each vehicle was very low – as 
shown in Figure 6.  This highlights the large gap 
that exists between a demonstration system that 
drives in a controlled environment and a 
deployable mass-market or military system. 

As described in the previous section, the software 
on Urban Challenge vehicles was constantly 
creating and executing new motion plans.  
However, this capability implies tests must 
adequately verify the performance of a system that 
does not have a finite set of output actions based 
on a single set of inputs.  This verification 
discussion is beyond the scope of this paper, but is 
of great interest to Draper Laboratory and will 
continue to be an area of research for many.   

Remotely Operated Systems 

Most – if not all – currently deployed Military and 
Law Enforcement “robots” or “unmanned 
systems” are truly operated remotely.  A human 
operator at a terminal is providing frequent to 
continuous input commands to the system in to 
accomplish a mission.  While it is certainly 
required to verify these systems perform their 
functions, that verification testing process can 
focus on the accurate execution of the operator 
commands.  We therefore consider remotely 
operated systems at the lowest end of the 
Verification Effort scale – certainly non-zero – but 
far from the aircraft avionics case.  It is possible, 
however, that some unmanned aircraft systems 
will execute automated flights back to home base 
on certain failure conditions.  Therefore those 
systems would likely need verification levels 
consummate with aircraft autopilot systems. 

Communications Bandwidth 

The expected interactions of the operator with the 
system also have a direct effect on how much data 
must be exchanged between the operator and the 
system during the mission.  Higher operator 
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interaction will drive more bandwidth 
requirements, while low interactions will save 
bandwidth, but increase the required verification 
effort.   

Urban Challenge Autonomous System 

As the minimum case, we have the Urban 
Challenge type autonomous vehicles – which were 
required to have only a dedicated “Emergency-
Stop” transceiver active during the race.  This 
radio allowed the race monitoring center to 
remotely pause, or completely disable any vehicle 
on the course, as well as give those same options 
to the dedicated chase car drivers that were 
following each vehicle around the course [5].  This 
kind of link did not exchange much information – 
the GPS coordinates of the vehicle and some bits 
to indicate current operating mode were sufficient.  
Therefore, we can locate the Bandwidth 
requirements for these vehicles on the very low 
end of the scale – as shown in Figure 6. 

Remotely Operated Systems 

At the opposite end of the scale, we have systems 
that are representative of all the actively deployed 
“robotic” or “unmanned” systems used in military 
operations.  These systems are remotely operated – 
requiring a constant high-bandwidth data link to a 
ground station that allows an operator to see live 
video and other system data at all times.  These 
types of links are required to satisfy the human 
operators need for rapidly updating data to safely 
operate the system.  Therefore we place these 
systems highest on the Bandwidth requirement. 

 
Figure 6: Verification effort and Communications 
Bandwidth as a function of Operator Interaction 

Operator Interaction Test Concepts 

With an understanding of how the operators are 
expected to interact with the system, the 
performance of the system with regards to this 
metric can be directly measured.  At all times 
during any system level tests the actions of the 
operators must be recorded and compared against 
the expected values.   

During the Urban Challenge, we observed that 
many teams had dedicated vehicle test drivers.  
These drivers had – over months of involvement – 
become comfortable with what level of help would 
be required for their vehicle for many scenarios.  
A practiced vehicle test driver would allow the 
autonomous system to proceed in situations a less 
experienced test driver would deem dangerous and 
take control of the vehicle.  This observation is an 
example of how different drivers trusted the 
systems they interacted with – and it highlights the 
need to understand this relationship.   

To transition more autonomous systems into daily 
use, the time for developing that trust must be 
shorted from months or weeks into hours – or 
perhaps even minutes.  All of us routinely estimate 
the actions of others around us and trust that they 
will execute tasks much as we would on a daily 
basis.  When driving on a road we all assume that 
others around us are following the rules of that 
road as expected – we routinely trust our lives to 
complete strangers.  

Indeed, it is a daunting task to conjecture what will 
be required to ever achieve the verification of a 
completely autonomous vehicle driving in a 
general city setting.  Aircraft avionics benefit from 
a very strict operating set of conditions and 
intentional air traffic control to mitigate chance of 
collisions – but ground vehicles have no such 
aides and operate in far more complex and 
dynamic environment. 
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Level of Assertiveness 

Finally, we discuss the idea of an autonomous 
system being assertive – how much leeway should 
the system be given in executing the desired 
mission?  This is another characteristic that is 
entirely controllable by the customer and the 
development team.  It is inversely related to the 
previously discussed Frequency of Operator 
interaction in that a system intended to operate for 
long periods without assistance must necessarily 
be assertive in mission execution.   

The intent of specifying assertiveness is to give the 
operators and collaborating humans a feel for how 
persistent a given system will be in completing the 
mission.  This “feel” may be a time span over 
which the system “thinks” about different options 
for continuing a mission in the face of an obstacle, 
and it may include various physical behaviors that 
allow the system to scan the situation with the 
perceptual system from a different viewpoint in 
order to resolve a perceived ambiguity in what the 
system is seeing.   

Object Classification Accuracy 

We feel that for an autonomous system to be 
assertive in executing a mission it must be able to 
not only see obstacles in the path of the vehicle, it 
must be able to classify what those obstacles are.  
For example, if a truck-sized LIDAR equipped 
ground vehicle encounters a long row of low 
bushes, it will “see” these bushes as a point cloud 
of distance measurements with a regular height.  
Those bushes, for all practical purposes, will look 
exactly like a concrete wall to a LIDAR and the 
vehicle will be confronted with a planning 
decision – find a way around this obstacle, or drive 
over it?  To an outside observer this is trivial 
decision (assuming the property owner is not 
around) – but it is real and difficult problem in 
autonomous system deployment.   

The DARPA Urban Challenge mitigated the issue 
of object classification by carefully selecting the 
rules to make the problem more tractable.  For 
example, rules dictated that the race course would 
only contain other cars and static objects – such as 
traffic cones or barrels.  The distinction between 
static objects and cars was important due to 
different standoff distance requirements for the 
two types of objects.  Vehicles were allowed to 

pass much closer to static objects (including 
parked cars) than moving vehicles.   

In the case of Talos, the classification of objects 
was solely performed based on the tracked 
velocity of the object.  This type of classification 
avoided the need to attempt to extract vehicle 
specific geometry from LIDAR and camera data, 
but also contributed to a low-speed collision with 
the Cornell system [17].   

Unlike previous system characteristics, we only 
have the Urban Challenge example, but we feel 
qualitative curves can still be constructed to show 
a relationship between Classification Accuracy 
and Assertiveness – as shown in Figure 7.  Notice 
that we also feel the need for increasing levels of 
Classification Accuracy are a function of the 
Environment Uncertainty:  systems that operate in 
a low uncertainty environment can be very 
assertive with a low level of classification 
accuracy. 

At the lowest end of the scale, we place a zero 
Assertiveness system:  It will never change the 
operating plan without interaction from an 
operator because the operator is making all 
classification decisions. Examples of zero 
assertiveness systems are remotely operated robots 
and aircraft autopilots – both of which require 
operator interaction to change plans.   

We estimate most Urban Challenge systems to 
have low classification accuracy in a moderately 
uncertain environment.  Based on experience with 
the Talos system, we estimate it correctly 
classified objects around 20% of the time and the 
assertiveness was intentionally skewed towards 
the far end of the scale – but the system would 
eventually stop all motion if no safe motion plans 
were found. 

Finally we include a not-quite 100% rating for 
human classification accuracy for the most 
uncertain environments at the Never Ask for Help 
end of the scale. 
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Figure 7: Variation of Classification Accuracy as a 
function of Assertiveness 

As shown, we feel that there is much work 
remaining in achieving practical autonomous 
systems that can complete missions in un-
controlled environments without a well defined 
method of operators assisting that system.   

Assertiveness Test Concepts 

Object classification was an important part of the 
Urban Challenge testing processes.  Test scenarios 
were developed to intentionally provide a mixed 
set of vehicle and static obstacles during 
development.  Other team members (and even 
other Urban Challenge systems) provided live 
traffic vehicles in a representative “urban” 
environment at the former El Toro Marine Corps 
Air Station in Irvine California. 

Another valuable source of classification data 
came from the human-driven commuting times to 
and from test sites.  The software architecture of 
the Talos system allowed ream real-time recording 
of all system data which could later be played-
back.  This allowed algorithm testing with real 
system data on any developer computer [3].  The 
vehicle perception systems were often left 
operating in many types of general traffic 
scenarios which were later used to evaluate 
classification performance. 

Testing for assertiveness did not happen until near 
the end of the Urban Challenge project for the 
MIT team – as it was a concept that grew out of 
testing just prior to the race.  The Talos team and 
others [10][3] implemented logic into the systems 
designed to “unstick” the vehicles and continue on 
the mission.  In order to test these features, the test 

designer must have a working knowledge of how 
the assertiveness of the system should vary as a 
function of operating conditions. 

When the Talos vehicle failed to make forward 
progress, a chain of events would start 
incrementally increasing the assertiveness level of 
the system.  This was done by relaxing planning 
constraints that the vehicle was maintaining, such 
as staying within the lane or road boundaries, and 
large standoff distances to objects.  This gave the 
planning system a chance to re-calculate a plan 
that may result in forward progress.  These 
relaxations of constraints would escalate until 
eventually – if no plan was found – the system 
would reboot all the control software and try again 
[3]. 

Conclusions 

We have proposed and given examples for how to 
categorize the top level requirements for the 
performance of an autonomous system.  These 
characteristics are intended to apply to any 
automated/intelligent/autonomous system by 
describing expected behaviors which in turn 
specify the required performance on lower level 
system capabilities thereby providing a basis for 
testing and analysis.   

Environmental Uncertainty is the primary driver 
for the overall perceptual needs of the system.  
Systems that operate in highly uncertain 
environments must be able to recognize and react 
to objects from any direction at a response time 
sufficient to avoid collisions.  Estimating a metric 
of Perception Coverage reveals that current state-
of-the-art LIDAR systems provide far less 
perception information than human vision and 
provide seconds or less in collision detection 
range, but depending on the required operational 
environment may be sufficient.  Testing of the 
system for varying levels of Environment 
Uncertainty must be a focus of any autonomous 
system verification – experience indicates that 
ground based systems in particular are very 
sensitive to environmental uncertainty. 

The Frequency of Operator Interaction is a 
controlling parameter that has direct effect on 
several key system abilities: Planner Complexity, 
Verification Effort, and Communications 
Bandwidth.  Motion planning systems that are 
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capable of continuously creating new plans in 
response to environment changes are inherently 
non-finite state and therefore need new types of 
verification testing and research.  When a system 
is intended to operate with minimal operator input, 
it allows the communications bandwidth to be 
reduced, whereas tele-operated systems with 
constant Operator Interaction require more robust 
links. 

And finally the Level of Assertiveness of the 
system, which is tied to the desired Frequency of 
Operator Interaction, will have an impact on how 
accurately the autonomous system must be able to 
classify objects in the environment.  Systems that 
are intended to operate with little supervision must 
make safe decisions about crossing perceived 
constraints of travel in the environment, which 
drives the need to classify objects around the 
system.  Object classification is a complex topic 
that requires much research to create robust 
systems. Specifying an assertive autonomous 
system also requires a planning system that is 
allowed to automatically change motion plans 
during the mission, driving up the planner 
complexity and the associated verification efforts. 

Draper Laboratory will continue in efforts to 
refine (and expand if needed) these characteristics 
and is interested in collaborating with other 
institutions in developing requirements and test 
metrics for autonomous systems.  We believe it 
will take wide spread agreement between different 
organizations to arrive at an understandable set of 
guidelines that will help move advanced 
autonomous systems into fielded use domestically 
and in military operations.  These systems – even 
with limitations of current perception and planning 
– can be useful right now in reducing threats to 
U.S. military forces.  We must focus efforts on 
specifying and testing systems that can be trusted 
by their operators to succeed in their missions. 
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